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Introduction and scope 

1. This note follows our lecture to BILA on the same topic in April 2025. Since that lecture 

there have been significant developments in artificial intelligence ('AI') and 

commentary from the courts in this jurisdiction in relation to where professionals, 

namely legal practitioners, have used AI and faced criticism relating to improper use. 

In light of both the technological and legal developments, which will increasingly 

change the landscape of this area, this note primarily focuses on current issues and those 

in the short-term future (0–5 years). We will cover AI and use cases, defining 

negligence in the age of AI, and mitigating risks. 

AI foundations: concepts and tools  

2. AI refers to computer programs that mimic human intelligence; programs that learn 

from experience, understand language, recognise patterns, or make decisions. A helpful 

way to think about AI is not as a single tool, but rather a toolbox filled with different 

models. Each model is suited to particular tasks. 

3. Machine learning is a subset of AI. It is the application of statistical techniques to 

identify patterns in data. Rather than being explicitly programmed with fixed rules, 

machine learning models learn from training data, and make inferences about new, or 

real-world data. They improve their performance over time as they are trained on more 

data. Machine learning underpins a wide range of technologies such as voice assistants, 

spam filters, and personalised recommendation systems. 

4. Deep learning is a subset of machine learning which uses artificial neural networks with 

multiple layers (hence the title 'deep' learning) to analyse data and make predictions. 

The network layers are modelled on the human brain structure. Each layer learns 

different things; for example, in image recognition, one layer may detect edges, while 
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deeper layers recognise shapes, or entire objects. Deep learning can be used to solve a 

wide variety of problems and powers technologies like self-driving cars, language 

translation, and generative AI. 

5. Natural language processing ('NLP') is a branch of AI concerned with using computers 

to understand, interpret, and generate human language. It combines linguistics, 

computer science, and machine learning to process both written and spoken words. 

Common applications include chatbots, translation systems, and voice analysis. 

6. Large language models ('LLMs') are an advanced, cutting-edge form of natural 

language models. They are built using deep learning architecture and are trained on 

enormous volumes of textual data. They can perform natural language tasks such as 

drafting emails, translating languages, answering questions, or even writing computer 

code. Large language models do not just follow rules but can generate creative, human-

like responses. Generative pre-trained transformers ('GPTs') rely on large language 

models, with the LLM acting as the engine and the GPT being the application or 

interface that allows users to interact with the LLM. 

7. Computer vision is a subset of AI concerned with the interpretation and understanding 

of visual information such as photographs, videos, and scans. Computer vision models 

run on algorithms which are trained on large amounts of visual data. The models use 

techniques such as deep learning and neural networks to recognise patterns in the visual 

data and then use those patterns to determine the content of other images. Rather than 

looking at the entire image, a computer vision system divides the image into pixels and 

uses the RGB (red, green, blue) values of each pixel to look for important features in 

an image. Computer vision can perform various tasks including object detection, facial 

recognition, video analysis, and autonomous navigation. Applications include self-

driving cars, security systems, and augmented reality. 

8. Generative AI models do not just analyse data; rather they create new content such as 

text, images, audio or video. Unlike other models which classify data or make 

predictions, generative AI produces new outputs. Applications of generative AI include 

chatbots such as ChatGPT (which is also an LLM), image creation, music composition, 

and code generation. 

Insurance use cases and adoption 



9. AI is already being widely used across the financial services sector. In a survey 

conducted in 2024, the Bank of England found that 75% of firms are already using 

some form of AI, with a further 10% planning to use AI in the period to 2027.1 The 

insurance industry is well-suited to the use of AI as it relies on the analysis of a large 

amount of data. AI enables insurers to operate more efficiently, respond faster to clients, 

and manage risk more effectively. 

10. LLMs are being used to help insurers analyse risk more quickly and accurately. They 

can be trained on vast quantities of relevant data including claims history, financial and 

medical records, social media profiles, and sensor data from Internet of Things devices 

in order to identify patterns and predict risks. This allows insurers to build a more 

detailed profile of individuals or businesses than by using traditional actuarial models 

alone. Predictive analysis is used to forecast the likelihood of claims and to identify 

high-risk applicants. AI is also being used to automate tasks in the underwriting process 

such as data entry and document review. Straightforward applications can be assessed 

by AI, leaving humans to work on more complex cases. 

11. AI enables dynamic pricing by using machine learning to analyse real-time data such 

as driving behaviour (telematics), health monitoring devices, or lifestyle habits. Policies 

can then be tailored to an individual, with premiums reflecting the person's actual risk 

profile as opposed to an average. For example, a driver deemed 'safer' from AI analysis 

of telematics will have a smaller premium, while customers with healthier lifestyles 

could benefit from cheaper health insurance. 

12. A variety of different AI tools are being used to automate the processing and 

verification of insurance claims. For example, the first notification of loss process is 

being accelerated by the use of chatbots and virtual assistants. NLP is used to review 

claim documents, emails and transcripts, and in some cases is even being used to 

validate coverage. Computer vision is assisting in the evaluation of photos and videos 

used for the assessment of damage and quantification of loss. 

13. AI is a powerful tool for fraud detection as it can uncover subtle patterns and anomalies 

that humans might miss. Machine learning models compare claims against historical 
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data to identify suspicious activity such as inflated costs, duplicate submissions, or 

unusual timing. NLP tools can review documents for inconsistencies, while computer 

vision systems are able to check images for re-use or signs of manipulation. AI can also 

track behavioural data, spotting irregular claim filing patterns or links between 

claimants. 

14. AI is being used to make customer service in the insurance industry faster, more 

accessible, and more personalised. AI chatbots and virtual agents can provide round-

the-clock customer service. NLP means that these systems use conversational language. 

Sentiment analysis is employed by insurers to assess customer satisfaction. 

Risk landscape of AI in insurance 

15. As we have discussed, the use of different AI tools in the insurance industry has 

significant benefits but also introduces risks which must be carefully considered and 

managed by insurers. These risks include AI models exhibiting bias and discrimination 

leading to unfair pricing or the exclusion of certain individuals. A lack of transparency 

in or lack of understanding of complex models may make it difficult for customers and 

regulators to understand how decisions are being made. Further, data privacy and 

security risks are exacerbated by the widespread collection and use of sensitive personal 

information across the insurance industry. 

16. Among the most significant risks of the use of AI in the insurance industry is 

algorithmic bias and subsequent discrimination. AI tools learn from existing data, and 

so may reflect or even amplify biases present within that data, leading to unfair pricing 

or discrimination against certain groups. In the US, the insurer State Farm was the 

subject of a lawsuit in Illinois which alleged that there were marked disparities between 

State Farm's handling of claims filed by white homeowners relative to claims filed by 

black homeowners.2 In particular, white policyholders were much more likely to have 

claims resolved faster, with black homeowners being required to submit more 

documentation in support of their claims. The class action complaint explained that 'this 

disparity is caused by State Farm's use of automated claims processing methods and 

machine-learning algorithms … to screen out potentially fraudulent or complex ("high 

touch") claims from legitimate or straightforward ("low touch" or "no touch") claims'. 
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As at the time of our lecture, the case was ongoing, with State Farm's motion to dismiss 

having been denied, in part, in 2023.  

17. In addition to creating additional hurdles for certain groups, the Chief Executive of the 

Financial Conduct Authority (‘FCA’) recently warned about the possibility of hyper-

personalisation of insurance, which runs the risk of discrimination and the possible 

rendering of some customers as 'uninsurable' altogether.3 These risks of algorithmic 

bias can be mitigated by auditing of datasets and human oversight of AI. 

18. While AI tools are well-suited for some tasks, they are far from infallible and there are 

many risks caused by over-reliance on AI. LLMs may work well for general language 

tasks, but their analysis and output should be monitored to assess whether they require 

further training to understand and apply correctly the specialist, technical language used 

in insurance policies. Another risk is that using AI without adequate human supervision 

could result in errors in underwriting, pricing, or claims handling occurring at scale. 

19. Many of you will be familiar with the risk of AI 'hallucinations' (the generation by AI 

of outputs that sound plausible but are in fact incorrect); in the insurance context 

hallucinations could result in incorrect coverage decisions or even regulatory breaches. 

Further, heavy dependence on AI increases operational risk in that system outages, 

cyberattacks, or model failures could halt a business's functioning. Finally, over-

automation could mean that empathy in the handling of claims is lost, with contextual 

factors or ethical concerns being overlooked. 

20. As AI models become more complex, they can become opaque. This is particularly true 

of deep learning models which have multiple layers of networks. An AI tool that relies 

on machine learning algorithms can be as complex, and as difficult to understand, as a 

human brain. It is often nearly impossible for even software engineers to understand 

and explain how or w/hy an AI system is making decisions. This is known as the 'black 

box' problem. In the insurance context, this problem raises concerns about fairness, 

accountability, and regulatory compliance. For example, the opacity in AI-driven 
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decisions can compound problems of discrimination, as there may be no way of 

identifying who or what is responsible for an identified issue. 

21. Although AI is being used for fraud detection as described above, there is also a risk of 

the exploitation of AI systems by fraudsters. It is possible to learn how AI algorithms 

evaluate claims and to tailor what evidence is input in order to avoid detection. 

Similarly, generative AI can be used to produce fake documents, photographs, videos 

and even voice recordings in support of a fraudulent claim. If AI models are not updated 

regularly, automated decision-making may be susceptible to repeated scams. There is 

also a risk of adversarial attacks, in which fraudsters alter data to mislead AI systems. 

Insurers must therefore have some human oversight of AI tools in order to mitigate 

these risks (and not least, to comply with Article 22 of the UK General Data Protection 

Regulation (‘UK GDPR’)). 

22. Insurers must be alert to data security when using AI tools. For example, UK GDPR 

requirements will apply to the handling of sensitive customer information such as 

medical and financial data. AI systems can be vulnerable both to cyberattacks and 

systemic failures. In order to limit the risk of interference with data and to comply with 

regulatory requirements, insurers should therefore take steps such as implementing 

encryption methods, access controls, and data monitoring. 

23. Implementing complex AI into legacy systems which require substantial upgrades can 

be costly and time-consuming. For example, in order to operate effectively, AI tools 

can require data to take a certain form, which may necessitate the 'cleaning' of historic 

data. Insurers may also need to invest in training employees so that they can manage 

and use new AI systems effectively. Smaller insurers may be put off adopting AI tools 

due to both the initial cost of investment and ongoing maintenance costs. 

From technology to liability: framing the legal questions  

24. AI has many manifestations and therefore many applications which are and may be 

utilised by professionals. However, a common thread across all these use cases and the 

professionals involved is the question of how the use of AI fits into the law of 

negligence. This issue arises against the context where AI does not itself have a distinct 

legal personality. The Law Commission published a discussion paper on AI in the 



summer (the 'LC AI Paper').4 In that paper, the Law Commission considers potentially 

granting some form of legal personality to AI systems. There are also wider debates 

regarding whether there is a possible liability gap or tech equivalence issue where AI 

is used. For present purposes, we will not be examining the merits of that proposal; 

suffice it to say that the law currently affords no legal personality to AI systems but that 

this may change in the future. 

25. We focus on the question of liability as matters currently stand, namely where AI 

systems do not attract separate legal personality and rather what we are concerned with 

is where humans use AI to amplify, or indeed on occasion replace, their own skill(s) or 

judgement in the absence of any separate legal personality. The question is then which 

person(s) and/or entity (for example a company) can be held legally accountable for the 

AI system. 

26. There may in theory be liability gaps, namely where no legal or natural person is 

responsible for the harm or loss caused by an AI system. This question may be more 

likely to arise where the underlying AI system is highly autonomous. It may also be 

difficult when one takes into account the variety of persons and entities involved in the 

training, deployment and use of the AI system. For example, there may be (i) the 

developer of the AI system, (ii) the persons or entity responsible for training the AI 

system, (iii) the software developer who incorporates the AI system or model into other 

software or integrates the AI system into a product and (iv) the end user of the AI 

system. These groupings themselves may be further sub-divided in practice; for 

example, training may include the collection of training data by one party with another 

party determining how that data is ultimately provided to the AI system. 

27. In our lecture, we largely focused on category (iv)—the end user of the AI system. 

Again, this category may be further sub-divided into the user of the AI system (i.e. the 

professional who uses an AI system to provide a service to a lay client) and the ultimate 

customer for whom the AI system's output is generated as part of a service or wider 

suite of services (i.e. the professional's lay client). 

Standard of care and negligence with AI-assisted services 
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28. In practice there will be a variety of difficult factual questions to determine in 

considering whether a party has been negligent where an AI system is used. A difficult 

factual question may arise, for example, where in order to establish a claim for 

negligence it is necessary to show that the potential defendant's breach of duty caused 

the harm complained of. There may in practice be difficult questions regarding 

causation where an AI system's output is unpredictable and arguably may constitute an 

intervening act. However, for present purposes we focus primarily on the question of 

how one defines the standard of care to be provided where AI systems are used. 

29. Returning to the question of how negligence might be defined vis-à-vis a service 

provider using an AI system to provide professional services to a client, there will 

ordinarily be an oral or written contract between a professional and their client. Those 

terms will set out the scope of the professional services and what the professional will 

receive in return for payment. Those terms are crucial in establishing the scope of the 

professional's duty and the standard of care required. In addition, there may be implied 

terms such as under s 13 of the Supply of Goods and Services Act 1982 that the 

professional will carry out the service with reasonable care and skill. 

30. However, there will be a number of unique factual enquiries which may also inform the 

scope of the professional's duties and the standard of care. For example, if a professional 

holds themselves out as having a particular skill or being a specialist in a particular 

field, they must be judged by the standards appropriate to a specialist in that field, even 

if there is no formal recognition of the specialisation.5 While the use of AI does not 

change the standard of care to be applied, it is a relevant factual consideration both in 

terms of how the use of AI has been addressed in the contract for example and what 

error may have given rise to the potential claim for negligence. 

31. While there are differing definitions of negligence in the case law and in academic 

commentary, Jackson & Powell provides a useful definition: '[T]hat degree of skill and 

care which is ordinarily exercised by reasonably competent members of the profession, 

who have the same rank and profess the same specialisation (if any) as the defendant’.6 

Another important aspect of this definition is the comment made in Donoghue v 
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Stevenson by Lord Macmillan , 'the categories of negligence are never closed'.7 While 

this comment was made approaching a century ago the point is particularly apposite in 

the age of AI. The use of AI, in and of itself, does not absolve a professional of their 

professional duties and accordingly the law is able to adapt to accommodate this new 

form of technology when considering the question of negligence. 

32. However, a further quote from Jackson & Powell to consider is the following: 'special 

considerations come into play where the professional is dealing with design or 

techniques which are ‘state of the art’.8 However, the courts will not simply accept 

professional judgment being abdicated to automated systems. A court will still need to 

determine whether a decision was made with reasonable skill and judgment, even if the 

outcome was fully or partially dictated by an automated system. 

33. In doing so, the following criteria from Jackson & Powell are a useful starting point:9   

important matters in determining whether the defendant exercised reasonable 

skill and care are: (a) whether there was any necessity to attempt a new 

technique in the instant case; (b) whether the client was adequately informed of 

the risks involved; and (c) the amount and quality of the preliminary research 

carried out.  

Evolving professional standards  

34. A difficult question in practice will be establishing whether the harm caused was 

reasonably foreseeable, and accordingly whether there has been a breach of duty of 

care, where for example an autonomous and adaptive AI system is used even in 

circumstances where harm is highly unlikely. 

35. New knowledge can make once-acceptable actions negligent. Similarly, as a 

profession's overall standards improve, the definition of a reasonably competent 

practitioner changes, and what was once a tolerable mistake can become a negligent 

one. The adoption of AI by professionals is still uncertain. While larger companies 

might have the budgets to trial and implement these systems, smaller firms could also 

benefit greatly from the increased efficiency and scalability that AI can provide. 
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36. The adoption and use of AI across both larger and smaller firms may, in time, have two 

impacts. First, using AI might widen the gap in the quality of service clients receive, 

depending on the firm they hire. This could make it increasingly difficult to define a 

clear professional standard across the board. Second, if professionals wish to say a 

limited service is being provided (for example, an AI system produces the output a 

professional ordinarily would with limited oversight by a person), a professional will 

need to make this clear. 

Judicial commentary on lawyers’ use of AI 

37. If the use of AI becomes widespread, it could change what it means to be a competent 

professional. A professional might be expected to use an AI system that has analysed 

thousands of cases, rather than just relying on their own experience. However, we are 

yet to reach the point (in our view) where not using AI will be considered negligent. 

38. The courts in England and Wales are yet to address the test of professional negligence 

in the context of the use of AI directly. As we will address below, the court has had to 

consider the question of the use of AI by professionals in considering issues around 

essentially professional discipline. 

39. The court will look to consider the standard of skill and care appropriate to their 

profession. A key challenge arises when a professional uses a new, innovative AI 

system that is not widely adopted, as there may not be a standard practice to compare 

it to. In terms of how the court might address the question of professional liability, the 

court might consider questions such as: Was using the AI appropriate in this situation? 

Did the professional interrogate the system before deploying it? Was due diligence 

undertaken, for example, into the provider appointed, considering what training data 

was going to be used and considering what training was required? Did the professional 

understand the system sufficiently such that adoption was appropriate? Should the 

professional have recognised that the AI system failed? What steps should have been 

taken to assess the technology's effectiveness, and were those steps taken?10 

40. Many of the points to consider above go to tackling what is popularly known as the 

'black box' problem, explainability problem, or opacity problem, which all relate, at a 
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high-level, to the same underlying core issue—an inability to understand how a 

complex AI system arrives at a conclusion. For example, as discussed above, LLMs 

may arrive at a wrong or false answer (popularly referred to as 'hallucinations'). This is 

a window into the underlying methodology which is a mathematical rather than 

reasoning model. However, where a professional uses an AI system to deliver its 

services, a professional will need to have reached an adequate level of understanding 

as to how the AI system works. In practice, this may be a difficult task and what is 

adequate may depend on several factors including, for example, the task allocated to 

the AI system. 

41. In light of the list above, we suggest that, depending on the factual scenario, a 

professional may have discharged its duty of care towards a client where it used the AI 

system as intended and otherwise acted reasonably. There may also be separate 

considerations where the AI system has been incorporated into a product which is used, 

and accordingly a client may wish to consider possible claims based not on a breach of 

a duty of care in the provision of professional services but bringing a claim based on 

product liability. 

42. In recent years judgments have been published across multiple jurisdictions concerning 

lawyers having used AI and, as a result, having relied on authorities (reported court 

decisions) which have transpired to be false. In the UK in 2025, the Divisional Court 

dealt in one judgment with referrals from two cases, both concerning the actual or 

suspected misuse of generative AI by lawyers.11 

43. In the first matter (‘Ayinde’), a claimant had challenged by way of judicial review 

Haringey's provision of interim housing. Legal documents drafted by the claimant's 

barrister included non-existent case citations and an incorrect summary of legislation. 

The barrister denied having used AI and it was not proved that she had done so, however 

the Divisional Court found that she had 'not provided to the court a coherent explanation 

for what happened'. The judge hearing the case at first instance had found that if the 

barrister had used AI without checking the results and put the unchecked text into her 

pleading (the court document), that would have been negligent. 
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44. In the second matter (‘Al-Haroun’), a dispute against Qatar National Bank, similarly 

false citations had been included in a witness statement and in legal argument. The 

solicitor in that case admitted relying on (without checking) the research of his client, 

who had used publicly available AI tools. The Divisional Court was concerned that, in 

both matters, generative AI had been used by legal professionals without oversight. 

45. The Court outlined the benefits of using AI but warned that AI:12 

is a tool that carries with it risks as well as opportunities. Its use must take place 

therefore with an appropriate degree of oversight, and within a regulatory 

framework that ensures compliance with well-established professional and 

ethical standards if public confidence in the administration of justice is to be 

maintained.  

46. As Dias J said when referring the case of Al-Haroun to the court:13  

the administration of justice depends upon the court being able to rely without 

question on the integrity of those who appear before it and on their 

professionalism in only making submissions which can properly be supported.  

47. The Divisional Court did not initiate contempt of court proceedings against either 

lawyer, but issued a clear message about the consequences of using AI for legal research 

without checking the output. 

Harder scenarios, contractual risk allocation and insurance 

48. The scenario dealt with by the Court in Ayinde, namely the use by a lawyer of a false 

authority generated by an AI system, is a relatively straightforward factual and legal 

question for the court to determine. In practice, the question may be more difficult. For 

example, what if a lawyer used a model which was trained to predict the likelihood of 

a client successfully bringing a claim and the lawyer disregarded that recommendation? 

49. Parties may seek to limit their liability arising out of losses arising out of the use of an 

AI system. In theory, the ordinary principles regarding exclusions of liability and caps 

on liability should apply. However, in practice, it may be difficult to determine whether 

a party can exclude the particular losses and whether the clause is enforceable. 
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Particular care should be taken in the wording of what causes of action are excluded 

and what losses flowing from an error by an AI system are excluded. Furthermore, it 

may be that where risks including the limitations of the professional's knowledge were 

clearly communicated to the client, such exclusions may be treated more 

sympathetically by the courts under the Unfair Contract Terms Act 1977 or other 

consumer legislation. 

50. In the UK, there is not a single 'AI law' governing use of AI in the insurance industry. 

Rather, financial services regulators have indicated that the existing regulatory 

frameworks apply where tasks are being delegated to AI tools. Both the FCA and 

Prudential Regulation Authority ('PRA') expect insurers to ensure AI systems comply 

with principles of fairness, accountability, and consumer protection. This includes 

treating customers fairly under the FCA Handbook, maintaining operational resilience, 

and ensuring decision-making (e.g. pricing, underwriting, claims) is transparent and 

non-discriminatory. 

51. The FCA in its 2024 AI Update explained that its 'outcomes-focused' approach was 

intended to 'give firms greater flexibility to adapt and innovate'.14 The UK GDPR and 

Data Protection Act 2018 apply where AI systems process personal data. Insurers must, 

therefore, provide explainability for automated decisions that have significant effects, 

such as claim decisions or premium setting, and safeguard against bias or unfair 

profiling. Further, the Equality Act 2010 prohibits discriminatory outcomes in pricing 

or claims handling, regardless of whether these arise from algorithmic bias. 

Conclusion 

52. As noted by the Law Commission, if insurance cover is not in place, and harm occurs, 

people may be left without assistance or require Government assistance at public 

expense.15 Further, on the topic of obtaining insurance specifically, 'legal uncertainty 

can be an impediment to obtaining appropriate insurance, the lack of which can obstruct 

projects commencing and thereby stunt innovation.’16  

 
14 'AI Update' (FCA, 22 April 2024) https://www.fca.org.uk/publication/corporate/ai-update.pdf (last accessed 1 
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https://lawcom.gov.uk/news/artificial-intelligence-and-the-law-a-discussion-paper/ (last accessed 1 April 2026). 
16 ibid. 
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53. New technology, such as AI, creates not only potential but of course risk. There are 

certain bespoke regimes for AI insurance. Take for example the Automated and Electric 

Vehicles Act 2018 which extends the compulsory motor insurance requirement to 

owners of automated vehicles. In May of this year, Lloyd's insurers introduced 

protection against losses caused by AI. The policies, developed by Armilla AI, cover 

legal claims arising when customers or third parties suffer harm due to the inadequate 

performance of AI systems.17 Increasingly, parties will need to consider what insurance 

is available to cover their specific use case and also whether their pre-existing policy 

does not cover losses where the professional has been assisted by an AI system. 

54. The challenge for insurers is to innovate responsibly, with robust governance around 

the AI tools used in pricing, claims and customer interactions. While the law is 

developing, we believe that in most areas the law as it currently stands is well able to 

adapt to the new legal and factual questions which arise. However, those that use AI 

will need to carefully consider their obligations in respect of its adoption and use. 

 
17 'Armilla: Affirmative AI Coverage Tailored to Your Needs' (Armilla) https://www.armilla.ai (last accessed 1 
April 2026) 


